General notes

The area of the inversion should encompass as much of the anomaly as possible, so if you're looking at defining a large deep body this can be quite large. But obviously the larger the area, the more you bring in other anomalies which can impact on resolving what you're looking for. But as a minimum you should include the area which covers the peak positive and negative responses out to where the response starts to asymptote to

something near background level.

The regional field is always a tricky quantity as it's influenced by the body you want to resolve as well as the influence of other nearby bodies and regional components in the field. If you're using ASVI, the the regional can safely be set to 0. If you're using observed TMI, you need to work out the ratio of the positive and negative peak amplitudes of the type of body you're looking for and then pick that value in the observed data which makes the peak positive and negative responses (relative to the background) give the same sort of ratio. That is you try to pick the point in the observed data which is the zero level of the anomaly for the body you're looking for. This value does not need to be super accurate (as it's impossible anyway), but you do need to be close as otherwise you can make the desired body either too depth limited or go to greater depths than is reasonable. You don't have to specify initial and reference model files as WinDisp will write out the NULL flag and grav3d will use a zero value for both. You can specify constant values or actual model files if you have them, but I've generally found that the default zero models work fine.

One thing to be careful to do is that you need to take out the background value from the data you are going to invert (for both mag and gravity) as the UBC inversion programs have difficulty modelling a DC level in the data. For example in your data I would take out a background level of -4.6. The inversion then gives a model of densities where the density value is a contrast from a background density. You can't know what this value is, all you know is that it is a value which produces a background level of -4.6 mgal.

Another thing to note is that when I read the specified data file, I do not necessarily use all of the data that you supply. If multiple data values fall within one cell in the inversion mesh (in plan view), then I use the data value which is closest to the cell centre.

Also, the location of the observed data has to be above the topography. So for your data (in which you use the RL value to specify the z coordinate for the observation point) you should specify an Elev Offset value of say 5 or 10 to ensure that the observation point is above the topography. You don't have to be too stringently accurate about this as the UBC mesh is a pretty coarse approximation of the topography anyhow because it discretizes it in steps of whatever value you use for the z mesh cell size. (This applies for both versions of the UBC grav3d program).

 There is a problem with your z mesh definitions too as you only have 1 z cell. You need to set the Max Z value to the value of the top of the topography and the Min value to something more than the depth that you want to invert down to

Another thing to be careful of is to set the target data error floor value to something smaller than the default when you invert gravity data. The default is 1 mgal and this is way too large. A better value is 0.05 or even 0.01 if you really want to push the data misfit to be as low as possible.

The last thing I noticed about the inversion setup is that you are using topo and inverting Bouguer data. As the Bouguer data has already had a correction applied to account for the topography, you should not include the topography in the inversion. If you want to invert using the topography, then you should use the free-air data rather than the Bouguer data.

The View Mesh Layout is designed to view the mesh layout on top of the mag or gravity data that is being inverted. But I assume that you have a grid file so that you can ensure that the mesh covers the anomalies that are to be inverted. If you haven't specified a grid file, the program complains and then just shows the limits of the core and total region (where total = core + padding). I don't show the individual cells as they make it hard to see the mag/gravity image.

The standard deviation of the data is not the value required by the UBC inversion. The error value for the inversion is actually the tolerance with which you require the observed data point to be modeled by the inversion. This tolerance needs to include the observational data error and the ability of the model to fit the observed data. For example you could have a perfect observed value for a very dense discrete source, but

the inversion cannot fit it because of the cell size used is much larger than the real source.

To accommodate both types of errors I generally assign the tolerance as a

percentage of the observed data value plus a minimum error floor. For the

inversion I ran for Jeremy I used an error of 1% + 0.1 mGal. But the data

range in this case was quite large. Generally for gravity data with a

smaller total range, I use a smaller error floor of about 0.025 to 0.05.

Another thing to keep in mind about the error tolerance is that it is only

achieved in an average sense, so misfits for individual observed data points

can be significantly larger than the target misfit. This is good because it

means that you usually don't have to be too concerned about identifying

"noisy" data values and assigning larger errors to them because generally

the inversion will just give a poor fit for that point and still give a good

overall model.

You do however need to use reasonable target misfit values. If they are too

large, the inversion can simply ignore low amplitude components in the

observed data which may be quite significant. Conversely if they are too

small, the inversion may be pushed too far in fitting high frequency

components in the data and produce a model which has a lot of spurious

surficial features.

To stop an inversion just close the dos window using the x in the top right

corner. You can use the task manager, but killing the dos window is simpler.

I generally use mode 2 with a specified Lagrange multiplier as it is usually

faster than letting the program determine the parameter. Once the inversion

has run, I then assess how well the data misfit has been achieved and have a

look at the model. If the model is too noisy, I rerun the inversion using a

larger Lagrange multiplier. This will result in the data not being fitted as

well, but generally make the model more realistic. Conversely if the model

is too smooth, I decrease the multiplier to get a better fit to the data

along with a model with more structure.

This process is somewhat subjective, but I generally find that the mode 1

approach only works when the data misfit values are just right. If the

misfits values are too small, the mode 2 approach gives a noisy model. If

the misfit values are too large then the model will be too smooth. Since you

don't know in advance if your misfit values are right, then you might as

well specify the multiplier from the start and modify it to get a reasonable

model.

Also I generally watch the model as the iteration proceeds so that I can

kill the inversion if the model gets too noisy or if the inversion is not

making any progress.

For the regional removal, I mostly use just a constant value (usually the

average) and subtract it from the observed data. The only time I use anything more spohisticated is when the regional components in the observed data are large enough to mask the anomalies of interest. If this is the case I upward continue the data far enough to

eliminate the local anomalies and then subtract the continued data from the original data to leave a residual in which the local anomalies are easier to resolve.

Smoothness parameters for gzinv3d
The default smoothness parameters (1,1,1) on the Parameters form don't work too well for gravity inversions. I can never remember how these parameters work, but you should increase them to at least half the cell size
Setting the top of the mesh

When you aren't using topo, you should set the Elev column for the observed data to 0 so that it doesn't try to use the elevation when creating the inversion and will instead use the Elev offset
The topo offset should be the elevation of the top of the mesh so that you can make the inversion depths look like RL values rather than depth below surface values
If you swap the % error and error floor terms
For gravity you should have 1% and 0.05 error floor (1% + 1nT for mag). This wouldn't stop the inversion, but if you look in the grav.obs file you created, the target error column (the fourth one) is about the same magnitude as the data you're trying to fit, so the inversion won't have to do much and you'll get a pretty low relief model
Is there any way of telling what the inversion is doing?

There's not much feedback from the inversion other than watching the progress in the CMD window that the inversion is running in. The first stage is that gzsen3d should run and generate an mtx file (which contains the compressed sensitivity matrix used by gzinv3d). Then gzinv3d will run and you should see the iteration progress and maybe some information about progress. You can also view the log and/or aux file which will be updated as the inversion progresses.

If there is no DOS window with the inversion running, then there may be some problem with the data. In which case have a look for any log files created and see if it helps, or send me the inv setup files and I'll see if I can work out why.

I am assuming that you worked out the background to remove from the data by looking at the mean value of the bouguer data?

You're correct about the background level. It's not too important for gravity, though you can set it lower than the average if you feel that the anomalies you are looking to model have a background density which is higher than zero. Mag data is a bit different as it depends on the mag inclination and on the type of anomaly you are modelling.

Inverting non-rectangular surveys

In cases where the core region is non-rectangular, the usual grav3d/mag3d mesh will encompass fairly large areas where the is not much or even no data. You can overcome this by defining a two point transform to rotate the data into a local grid type coordinate system in which the data is more nearly located in a nice rectangular region. This is not necessary to do and the inversion with the mesh you've defined should work fine. But if you do rotate the data then the resulting mesh can be significantly smaller and the inversion can then run much faster or you could use a finer mesh and get the results in the same time
Points inside the model
Q. I’m trying to carry out the UBC inversion, however it is coming up with an error saying that a few points in my observed gravity data file are "inside the model" and that these points are below the surface, therefore the program was terminated.
A: The message means just what it says in that the program has found an

observed data point below the surface. This is a problem with the UBC code

because it does not give any clue as to which point it does not like. Also

the way the UBC code determines if a point is below the surface is that it

triangulates the topo surface and then tests the point. So it can be quite

difficult to work out just what elevation to assign to a data point to

ensure that it is above the topo surface.

There are a couple of ways to proceed:

1. keep reducing the number of observed points in the obs until you find the

index of the point which is causing problems and then increase its elevation

or delete it from the file (this can be pretty tedious as there may be more

than one bad data point)

2. modify the mesh file by reducing the z coord of the top of the mesh until

all point are above the surface (only useful if you do not have a topo.dat

file)

3. ignore the topo data and assign a constant sensor height to the obs data

(preferred approach when using Bouguer data as it has already been corrected

using the reading elevation)

4. use WinDisp to set up your inversion as I ensure that all data points are

above the topo

The approach I used for Jeremy's data was to set it up in WinDisp without

using any topo. In WinDisp I select only one data point per cell (the one

closest to the cell centre in plan view) as this also significantly reduces

the number of observed data points in the inversion and so it runs faster.

If you don't have a topo data file, then check that all the reading

elevations are above the top of the mesh (third number on the second line in

the mesh file).

Contents of topo.dat data file

Q: In the topo.dat file, you write two Z columns.  The first, column 3, is what the UBC code looks at, while the second appears to be the actual elevation.  Why is that you just round down the elevations to the next lowest mesh cell, rather than move the location to the next closest Z level? (i.e. with deltaZ=50m, 498.1m goes to 450m instead of to 500m)

A: The two z columns are just what you worked out. The first is the value used

by the UBC program and is the top of the first non-null cell. The second is

the actual topo value at the centre of the cell. There are a few possible

choices as to what to do when handling topo. I adopted the current approach

because it was simplest and also because it seemed to make more sense to

move the topo down rather than move observed data points up. In the first

case you end up with a model which doesn't match the topo too well, and in

the second case you end up with data with introduced noise (and still get a

model which doesn't match the topo too well). I did play around with moving

obs data points if the amount was less than 1/4 of the cell thickness, but I

ran into problems with the UBC code still thinking that the point was under

the topo, so reverted to moving the topo down. 

Cell aspect ratios

I generally try to keep the aspect ratio of the cells to about 5 at most, so

for 1km lateral size I'd use 200m thick cells. This generally means that for

large areas I get quite deep models (or much fewer z cells than x and y

cells). There's not a lot of point in using thin cells as they don't give

you any better resolution of the topo or of small surficial structures

unless they are flat-lying bodies.

